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Abstract

There is a deep disorder in the discourse of generative artificial intelligence (AI). When Al seems to
make things up or distort reality — adding extra fingers to human hands, inventing nonexistent court
cases, or generating surreal advertisements — we commonly describe them as AI hallucinations. But a
metaphor of hallucination reinforces the misconception that Al is conscious; it implies that Al
experiences reality and sometimes becomes delirious. We need a new way to talk about Al outputs
when they don’t match our expectations for realism or facticity. For this paper, we analyzed the
implications of more than 80 alternative terms suggested by scholars, educators, and commentators.
Ultimately, we chose a more fitting term: AI mirage. Just as a desert mirage is an artifact of physical
conditions, an Al mirage is an artifact of how systems process training data and prompts. In both
cases, a human can mistake a mirage for reality or see it for what it really is. We propose the general
use of the term AI mirage in place of AI hallucination because it can help build Al literacies, prompting
us to explore how AI generates outputs and how humans decide what those outputs mean.
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Reality Check

In 2023, the short video Pepperoni Hug Spot oozed across online culture. What could’ve been a
perfectly forgettable 30-second advertisement for a generic pizza joint instead glitches in every scene
to deliver a nightmarish meal deal of alien language, monstrous humans, physical impossibility, and
vague menace that definitely doesn‘t leave you feeling “like family, but with more cheese” (Pizza Later,
2023). Generated by artificial intelligence (Al), this fake ad showed how these new tools could
approximate reality, but with so many disturbing anomalies that, after watching, you might not sleep
that night. Pepperoni Hug Spot was not the first time AI would bring us something we weren’t looking
for, and it certainly won’t be the last. Every day, Al now delivers new monsters and mix-ups. While
we've become fascinated by what Al can do, we also have to make sense of how Al’s concoctions are
often just wrong enough to make us question everything.

Maybe you’re excited about artificial intelligence and ready to welcome our new robot overlords (AK-
et al., 2009). Maybe you scoff that Al is nothing more than “a blurry JPEG of the web"” (Chiang, 2023),
“spicy autocomplete” (Solomon, 2023), or “mansplaining as a service” (Lemmer-Webber, 2022).
Maybe you are just trying to keep up. Whatever your take, just like everyone else, you're probably
trying to figure out if AI is going to eliminate your job, make you rich, or end life as we know it. Hold
on — let’s stop looking in the black mirror for just a minute. The extra fingers in a celebrity photo, the
citation to a court case that never happened, when 2 + 2 equals 5, the pizza zombies eating their own
mouths that you can’t unsee. When AI outputs contain “false or misleading information presented as
fact” (Wikipedia Contributors, 2024c) or don’t match our shared reality, we've been calling them
hallucinations. But is Al really hallucinating? Or does the idea of some trippy new consciousness
distract us from our own role in making synthetic meaning? Maybe we can learn as much from what Al
is getting wrong as we can from what it’s getting right.

For us humans, to hallucinate is to have an experience that feels real but is not real (Wikipedia
Contributors, 2024b). But AI does not have experience or any direct understanding of what is real and
what is not. As Hicks et al. put it in their exploration of how AI produces textual “bullshit” (as defined
by Harry G. Frankfurt):

The most obvious difference between an LLM and a human mind involves the goals of
the system. Humans have a variety of goals and behaviours, most of which are
extra-linguistic: we have basic physical desires, for things like food and sustenance;
we have social goals and relationships; we have projects; and we create physical
objects. Large language models simply aim to replicate human speech or writing. This
means that their primary goal, insofar as they have one, is to produce human-like
text. They do so by estimating the likelihood that a particular word will appear next,
given the text that has come before. (Hicks et al., 2024)

Despite all the hype and handwringing over Al becoming sentient, the systems that deliver what we
have been calling artificial intelligence are not like us humans. Al does not live fully in the world as
people do, depending on its own perceptions of reality to find tasty snacks, avoid falling grand pianos,
and provide proper footnotes. And, as Al does not experience reality, it can not break from reality to
hallucinate (Matsakis, 2019; Placani, 2024). For Al, spitting out an image of a human hand with extra
fingers or a legal brief citing a court case that never happened is no different than the exact same
processes Al would follow to produce a realistic portrait of polydactyl baseball pitcher Antonio “Six
Fingers” Alfonseca (Wikipedia Contributors, 2024a) or describe the courtroom scenes in a real novel
like To Kill a Mockingbird that Harper Lee actually wrote (Wikipedia Contributors, 2024d).
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When Al hallucinates, it's doing what it does best: generating likely outputs based on the only world it
knows — its training data, your prompts, and the mathy processes it uses to turn all that into results.
If you think what you got from Al is a hallucination, that’s a you problem. AI has no capacity to care.

When we call some AI outputs hallucinations and seek a remedy, we are hoping for a fix that will
never come. We are fundamentally misunderstanding how Al works and overlooking our own human
participation in determining the value of what AI generates. As long as we continue to imagine Al as a
conscious entity that sometimes hallucinates, we are putting off the full understanding we need to
deal with Al and its effects on human culture and society.

From Hallucination to Mirage

When we use Al, we can’t fully trust that what it gives us will match our expectations of facticity or
realism. So if not hallucinations, what should we call it when we feel like AI is going off the rails? We
propose to call those Al outputs that don’t add up mirages.

Using mirage instead of hallucination enables us to stop anthropomorphizing Al and see the
incongruities it generates for what they really are. So-called hallucinations are not the fever dreams of
superhuman robots. They are illusory pools of meaning produced by a very specific arrangement
between the sands of Al’s data inputs, the context generated by Al's complex processes, the heat of
Al datacenters, and our own thirsty expectations. Just as the desert creates the mirage, Al generates
the material. We decide what it all means.

Another advantage of using the term mirage is that, just as you can share Al’s outputs with other
humans, you can point to a mirage that everyone with the same perspective can see. We are not
somehow managing to witness a robot’s private dreams. These so-called hallucinations are actual
artifacts — yes, digital creations viewed on your device, but nevertheless collections of pixels and bits
that AI produces from its real context — its training data, its design, our prompts, and the computing
power that makes it all work. Just like Al outputs, mirages also appear in our lived experience,
whether we see them as pools of water or as the atmospheric shimmer they really are. When we
understand Al mirages as standard outcomes, we can recognize the real resources, human labor, and
technical processes that produce them. We can move away from the false hope that some future
change in meds or new therapy will cure Al of hallucinations, which such inanimate technologies can’t
even have.

In fact, researchers are already arguing that the AI we use today based on large language models is
logically incapable of avoiding all mismatches between its outputs and our expectations of rationality
or facticity (Van Rooij et al., 2024; Xu et al., 2024). In making a mirage, the desert, the heat, and the
air are not mistaken; they don’t conspire to trick you. Physics is working as expected. The mirage is
really there, it's just not water. It is us, the thirsty travelers, who mistake the mirage for an oasis or
see it as a cruel trick. Like the desert, Al will continue to generate opportunities for us to be
disappointed with its offerings. By using the term mirage, we can highlight our human judgment as
the critical element that determines what impact or value any AI output may have in the world.

Before we fully accept this new metaphor of mirage, we should first make sure we understand what
kinds of Al outputs have been described as hallucinations. Does mirage describe all of those meanings
as well or better? Following a primary definition of Al hallucination as “the generation of content that
deviates from the real facts” (Maynez et al., 2020), Rawte, et al. have classified Al hallucinations by
orientation, category, and degree, differentiating between orientations when Al generates factual
errors from factual prompts — which they call factual mirages — and when AI “indulges in
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hallucination by conjuring an elaborate and captivating narrative based on a given prompt that is
factually incorrect” — which they call silver linings (Rawte et al., 2023). We argue that mirage better
describes all of the “deviant” Al outputs included in all areas of Rawte et al.’s categorization.

We might also consider another kind of AI output not included in this categorization that Pepperoni
Hug Spot exemplifies: An artifact generated by Al that is not as clearly untethered to “the real facts”
as those categorized examples, but nevertheless is certainly not entirely realistic either. Is mirage a
good term for those parts of Pepperoni Hug Spot where otherwise realistic human figures morph into
ghoulish monstrosities? Here, mirage lacks associations with the grotesque and the uncanny that
hallucination suggests. Certainly this video conveys a surreal experience that could come across as a
hallucination, but, again, we are the ones who have that surreal experience, not Al.

In his essay on a similarly surreal short film he made with generative Al, The Salt and the Women,
Eryk Salvaggio describes the relation between training data and outputs:

Each scene is a failure at making the women of the dataset real. We know that the
women of Al generated landscapes “don’t exist,” but the women in the training data
do. The AI women are generated like ghosts from the real bodies of the dataset. These
are the products of the datafication of bodies through surveillance and the automated
gaze. (Salvaggio, 2023)

Here we see into the material processes that enable Al to generate these “ghosts” — not through
some kind of hallucination but as a fully rational operation based in the reality of data, programming,
and prompts. We might wish for a term with more uncanny or surreal connotations like hallucination
to describe such Al distortions. Still, the mirage metaphor does suggest situations where material
processes produce ghostly visions — and, more important, mirage also points to Al’s entirely
functional production of those visions.

It is, of course, possible to classify all Al outputs as mirages because all AI outputs are generated by
the same processes, regardless of whether we might deem them to be mirages or not. The need for a
general term like mirage or hallucination is to enable us to differentiate between those AI outputs that
don’t match our expectations of facticity or realism and those that do (for more detailed discussions of
different ways AI might mirage or hallucinate, see Farquhar et al., 2024). The weakness of
hallucination is it characterizes such mismatches as delusions of conscious Al. The strength of mirage
is that it reinforces the material nature of AI outputs, their provenance from actual datasets and
computing processes, and our own responsibility as human consumers of Al outputs in judging their
value.

Methodology: On the Road to Mirage

And you may ask yourself, “"How did we get here?” It's a tale of social media discussion with some
light statistical analysis thrown in, followed by one-on-one discussion between Nate and Anna. In
December 2023, building on various discussions of the shortcomings of the term hallucination, Anna
started a crowdsourced campaign to find an alternative. In response to a series of posts on Twitter
(the platform now known as X), some 80 educators, scholars, and other interested people offered
suggestions. Anna supplemented with some ChatGPT suggestions. Then, she took inspiration from
another paper she was working on, where Anuj Gupta and Maha Bali had suggested placing metaphors
for generative Al on a graph. In that methodology, the authors classified the metaphors along the x
axis according to how much they anthropomorphized Al and along the y axis according to the kinds of
Al literacies they cultivated (Gupta et al., 2024). In the case of alternate terms for hallucination, Anna
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decided to define multiple criteria for an ideal term and rated how well each suggestion met each
criterion on a scale of 0 to 3. She was looking for an engaging term that would push back against
misconceptions about generative Al. Once she had defined the criteria, Anna fed them to ChatGPT for
more suggestions and included the best of those in her list. Below are the criteria she came up with.

Criteria
1. Lacks implications of or associations with intent on the part of the LLM
2. Lacks associations with or implications of conscious experience on the part of the LLM
3. Implies that outputs are untrue or do not match reality in some way
4. Implies that outputs reflect patterns from training data
5. Implies that outputs are not just copies of training data but may go beyond it
6. Seems accessible without a lot of explanation
7. Catchy and memorable

She then went through and rated each suggested term on these seven criteria. (This was more of a
thought exercise than an attempt at objectivity, as more people’s ratings would be needed to be
representative.) On calculating the percentage of points possible earned by each term, Anna was
surprised to find that the highest scoring suggestion came from ChatGPT: data mirage. Reconnecting
to the rich discussion on Twitter (Mills, 2024), she shared the spreadsheet (see Mills, 2023 or the
“terms.csv” data file accompanying this publication) along with word clouds of the top-scoring terms
and gleaned yet more suggestions. Building on this discussion, Anna and Nate decided to partner to
analyze the results and recommend a term.

When we revisited the winning term, data mirage, though, we realized that many people might hear
the term and assume that any inaccurate AI output comes from inaccurate data and that mirages
might be avoided through better curation of training data. We decided we liked mirage on its own. It
didn't score as high, but our conversation had led us to intuitively adjust how we valued the criteria.
We did wish for a clearer implication that Al outputs build on patterns from training data. Sadly, the
phrases that stressed those implications tended to be clunky. They require the addition of
“synthesized” or “autosynthesized.” Misprediction was a possibility, with its own elegance as well as a
suggestion of the statistical nature of Al processes, but it didn’t draw attention to the pitfalls in the
human response to Al. Other options like fabrication and confabulation carried connotations of an
intent to deceive on the part of an anthropomorphized Al.

Calling out the allure and the risk of anthropomorphization seemed most important to us, and mirage
puts us — the human users of Al — into the frame, hot and thirsty, looking out over landscapes
generated by Al and sometimes seeing shimmers that we might mistake for what we need and want,
but which are really just shimmers, generated by AI, working as expected.

As we began to explore the implications of the term, we became more and more convinced of the
value of the term’s emphasis on human perception of AI and the dangers of putting too much trust in
Al based on mistaken assumptions. We’ve known about the “ELIZA effect” since the late 1960s, where
humans project humanity onto computers, like when Joseph Weizenbaum’s secretary responded to a
therapy bot with surprising warmth. He wrote, I had not realized ... that extremely short exposures
to a relatively simple computer program could induce powerful delusional thinking in quite normal
people” (Weizenbaum, 1976). Today’s discourse on generative Al and its hallucinations runs the
danger of reinforcing that ELIZA effect, encouraging us to misapprehend AI and our relations to it.
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Unlike hallucination, the term mirage encourages our continuing attention to what'’s really happening
when we use Al, because seeing mirages doesn’t lull us into a false sense of thinking that Al is
somehow broken or deranged when it doesn’t give us what we want. Calling them mirages doesn’t let
us reach for the lazy and inaccurate explanation of a conscious AI gone haywire, and instead leaves us
with good questions that the metaphor of mirage doesn’t just sweep away. Clearly, an Al mirage —
such as a reference to a nonexistent source — has nothing to do with the physics of light and the
neuroscience of our visual perception. So in using mirage, we're starting from scratch with no
misconception that we know how common AI mirages are or whether engineering can eliminate them.
While there are medications to address hallucination in cases of mental disorder, there are no common
fixes for the mistaken understanding of visual mirages other than an expanded understanding of
physics — greater literacy, if you will. So mirage can be a shared term that encourages us to focus on
how AI really works, but also encourages us to ask more questions and participate in constructing
further conceptual frames for what’s happening when we use Al.

So we propose that we stop calling Al’s unexpected outputs hallucinations and instead call them
mirages. But we also don’t think mirages have to be the one and only way we describe these
phenomena — pushback against any term and some variety in description is healthy. As Dominik
Lukes writes, “Metaphors are great if you are always actively seeking their breaking points.” He
recommends: “Try to come up with as many as you can” (Lukes, 2023).

Discussing where any metaphor breaks down seems like an excellent way to learn about generative Al
and to think through our relations to it. For example, educators might use our discussion of Al mirages
as a starting place with students to further explore how terminology shapes our relationships with
technologies. If you end up preferring another term, please, make the case! You are welcome to look
through our openly licensed collection of proposed terms — either in the original online spreadsheet or
in the “terms.csv” data file accompanying this publication — copy it, add new terms, change the
evaluation criteria, rescore the options, and/or change how the criteria are weighted.

Introducing Mirage, the Verb

It's comfortable to use hallucinate as both a noun and a verb to talk about AI. Meanwhile, mirage
works well as a noun but is unconventional as a verb. We say: New circumstances call for new usage
that bends familiar terms to build new understandings. We imagine the growing use of mirage as a
verb that echoes the unfamiliarity of Al: "The chatbot kept miraging wrong answers.” or “You can tell
that photo’s an AI deepfake. See how all the shadows are miraged?” or “The legal team was held in
contempt for letting AI mirage up their brief.” Try it yourself: Use the verb mirage or miraging the next
time AI messes with your outputs.

We hope you'll join us in a campaign to be more accurate in talking about Al. We definitely need a
handy term to refer to all the times when AI outputs don't fit our shared reality, but it shouldn’t be
hallucination. You might think that the use of hallucination is already too widespread to be replaced.
But Al is still just getting started — new enough in popular culture that we need not surrender to a
term that obscures rather than enlightens. Using mirage can help us remember our own human
participation in making meaning with Al

Whenever Al tricks your eye or messes with your mind, don't call it a hallucination, call it a mirage.
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Al Use Statement

We used Claude 3.5 to generate sample drafts of the abstract, though we did not use them verbatim.
We also asked Claude for occasional wording suggestions and feedback. Otherwise, all text was
written and revised without Al assistance.
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Join the Conversation

Participate in the annotated conversation about this paper in its margins using the Hypothesis social
annotation platform. View the conversation so far (https://xolotl.org/annotation/are-we-tripping/), or

join in once you get a free account from Hypothesis.

Collaborative Living Bibliography

We have been building a collaborative living bibliography of resources related to the debate around
terminology used to describe instances when the outputs of artificial intelligence (AI) do not meet
expectations of facticity or realism.

Visit the AI Mirages Zotero collection with ongoing updates online
(bttps://www.zotero.org/aroups/5373868/).

Are We Tripping? The Mirage of AI Hallucinations BY 4, page 7 of 9


https://xolotl.org/annotation/are-we-tripping/
https://hypothes.is/signup
https://www.zotero.org/groups/5373868/
https://creativecommons.org/licenses/by/4.0/

References

AK- et al. (2009, July 21). I, For One, Welcome Our New Insect Overlords. Know Your Meme.

Chiang, T. (2023, February 9). ChatGPT Is a Blurry JPEG of the Web. The New Yorker.
https://www.newyorker.com/tech/annals-of-technology/chatgpt-is-a-blurry-ipeg-of-the-web

Farguhar, S., Kossen, J., Kuhn, L., & Gal, Y. (2024). Detecting hallucinations in large language models
using semantic entropy. Nature, 630(8017), 625-630.

Gupta, A., Atef, Y., Mills, A., & Bali, M. (2024). Assistant, Parrot, or Colonizing Loudspeaker? ChatGPT
Metaphors for Developing Critical Al Literacies (No. arXiv:2401.08711). arXiv.
https://doi.org/10.48550/arXiv.2401.08711

Hicks, M. T., Humphries, J., & Slater, J. (2024). ChatGPT is bullshit. Ethics and Information
Technology, 26(2), 38. https: i.org/10.1007/s10676-024-09775-

Lemmer-Webber, C. (2022, December 5). Oh shit it’'s mansplaining as a service [Online post]. Octodon

Social. https://octodon.social/@cwebber/109462369670144568

Lukes, D. (2023, August 17). How (not) to learn about AI with metaphors: And how to use ChatGPT as
a metaphor generatlon assistant. LinkedIn Pu/se

m|n|k lukes/

Matsakis, L. (2019 May 8). Artificial Intelllgence May Not “HaIIucmate” After All. Wired.

Maynez, J., Narayan, S., Bohnet, B., & McDonald, R. (2020). On Faithfulness and Factuality in
Abstractive Summarization. In D. Jurafsky, J. Chai, N. Schluter, & J. Tetreault (Eds.), Proceedings
of the 58th Annual Meeting of the Association for Computational Linguistics (pp. 1906-1919).

Association for Computational Linguistics. https://doi.org/10.18653/v1/2020.acl-main.173

Mills, A. (2023) Alternate terms for language model “ha//ucmat/on (Anna Mills’ verS/on) [Dataset].

Mills, A. (2024, January 5). What do we call it when #AI text generators/#LLMs make things up? I
made three word clouds of possibilities suggested in response to a recent thread, listed here
https://bit.ly/HallucinationAlternatives with attribution. Thanks to all who participated!. The first
set of alternative phrases: Https://t.co/N9THbP73K1 [Tweet]. Twitter.

Wi EnalishOER/ 11743106736729534490

Pizza Later. (2023). Pepperoni Hug Spot | AI Pizza Ad. Pepperoni Hug Spot.
] i izza/ i

Placani, A. (2024). Anthropomorphism in Al: Hype and fallacy. Al and Ethics.
https://doi.org/10.1007/s43681-024-00419-4

Are We Tripping? The Mirage of AI Hallucinations CCBY 4.0 page 8 of 9


https://knowyourmeme.com/memes/i-for-one-welcome-our-new-insect-overlords
https://www.newyorker.com/tech/annals-of-technology/chatgpt-is-a-blurry-jpeg-of-the-web
https://doi.org/10.1038/s41586-024-07421-0
https://doi.org/10.48550/arXiv.2401.08711
https://doi.org/10.1007/s10676-024-09775-5
https://octodon.social/@cwebber/109462369670144568
https://www.linkedin.com/pulse/how-learn-ai-metaphors-use-chatgpt-metaphor-generation-dominik-lukes/
https://www.linkedin.com/pulse/how-learn-ai-metaphors-use-chatgpt-metaphor-generation-dominik-lukes/
https://www.wired.com/story/adversarial-examples-ai-may-not-hallucinate/
https://doi.org/10.18653/v1/2020.acl-main.173
https://docs.google.com/spreadsheets/d/1GGK8mwjw0Ll_G24fG2gIfIlXekviSYDg2Z9vzMNreqw/
https://twitter.com/EnglishOER/status/1743106736729534490
https://www.pepperonihugspot.pizza/pepperonihugspot
https://doi.org/10.1007/s43681-024-00419-4
https://creativecommons.org/licenses/by/4.0/

Rawte, V., Chakraborty, S., Pathak, A., Sarkar, A., Tonmoy, S. M. T. 1., Chadha, A., Sheth, A. P, & Das,
A. (2023). The Troubling Emergence of Hallucination in Large Language Models—An Extensive
Definition, Quantification, and Prescriptive Remediations (No. arXiv:2310.04988). arXiv.

https://doi.org/10.48550/arXiv.2310.04988
Salvaggio, E. (2023, January 30). The Salt and the Women. Cybernetic Forests.

Solomon, M. (2023, February 2). GPT3 is Just Spicy Autocomplete. The Cleverest.
https://thecleverest.com/gpt3-is-just-spicy-autocomplete

Van Rooij, I., Guest, 0., Adolfi, F., De Haan, R., Kolokolova, A., & Rich, P. (2024). Reclaiming Al as a
Theoretical Tool for Cognitive Science. Computational Brain & Behavior.

Weizenbaum, J. (1976). Computer power and human reason: From judgment to calculation. Freeman.

Wikipedia Contributors. (2024a). Antonio Alfonseca. In Wikipedia, The Free Encyclopedia.
https://en.wikipedia.org/wiki/Antonio Alfonseca

Wikipedia Contributors. (2024b). Hallucination. In Wikipedia, The Free Encyclopedia.
https://en.wikipedia.org/wiki/Hallucination

Wikipedia Contributors. (2024c). Hallucination (artificial intelligence). In Wikipedia, The Free
Encyclopedia. : iki i e P e :

Wikipedia Contributors. (2024d). To Kill a Mockingbird. In Wikipedia, The Free Encyclopedia.
https://en.wikipedia.org/wiki/To Kill a Mockingbird

Xu, Z., Jain, S., & Kankanhalli, M. (2024). Hallucination is Inevitable: An Innate Limitation of Large
Language Models (No. arXiv:2401.11817). arXiv. https://doi.org/10.48550/arXiv.2401.11817

Are We Tripping? The Mirage of AI Hallucinations CCBY4.0 page 9 of 9


https://doi.org/10.48550/arXiv.2310.04988
https://www.cyberneticforests.com/news/the-salt-and-the-women
https://thecleverest.com/gpt3-is-just-spicy-autocomplete/
https://doi.org/10.1007/s42113-024-00217-5
https://en.wikipedia.org/wiki/Antonio_Alfonseca
https://en.wikipedia.org/wiki/Hallucination
https://en.wikipedia.org/wiki/Hallucination_(artificial_intelligence)
https://en.wikipedia.org/wiki/To_Kill_a_Mockingbird
https://doi.org/10.48550/arXiv.2401.11817
https://creativecommons.org/licenses/by/4.0/

	Are We Tripping? The Mirage of AI Hallucinations 
	Authors 
	Published 
	Abstract 
	Keywords 
	Copyright 
	Reality Check 
	From Hallucination to Mirage 
	Methodology: On the Road to Mirage 
	Criteria 

	Introducing Mirage, the Verb 
	AI Use Statement 
	Acknowledgments 
	Join the Conversation 
	Collaborative Living Bibliography 
	 
	References 

